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ABSTRACT

network. Recent research work on analyzing music recommendation networks [1, 2] indicates that many songs in
such a network stay hidden in the so-called Long Tail [3,4].
One reason why songs stay hidden in the Long Tail is that
it is hard to navigate through the network to reach those
unknown songs. Thus, it seems to be an essential property
of such a recommendation network that each song can be
reached via browsing the recommendations. The goal of
this paper is to analyze music recommendation networks
with respect to their browsability.
The rest of this paper is organized as follows: In section
2 we start with formally defining the general recommendation scenario. In section 3 we show that under some
restrictions any recommender system can be transformed
into an equivalent recommendation graph. We then define
properties for a recommendation graph that make such a
graph useful for browsing the underlying music database
and introduce the notion of a browsing graph. In section
4 an analysis of a recommendation graph of a real world
content-based music recommender system illustrates the
limitations of a simple recommender system with respect
to the reachability of database items. We then propose in
section 4.2 an algorithm which effectively modifies a recommendation graph to overcome these reachability limitations. Finally, we give an outlook on the application of the
proposed method and some future work.

Many music portals offer the possibility to explore music collections via browsing automatically generated music recommendations. In this paper we argue that such
music recommender systems can be transformed into an
equivalent recommendation graph. We then analyze the
recommendation graph of a real-world content-based music recommender systems to find out if users can really
explore the underlying song database by following those
recommendations. We find that some songs are not recommended at all and are consequently not reachable via
browsing. We then take a first attempt to modify a recommendation network in such a way that the resulting network is better suited to explore the respective music space.
1. INTRODUCTION
Now that millions of songs are available for purchase and
download on modern music platforms, developing concepts
that help customers to navigate and explore the underlying song database becomes more and more important. A
straight forward solution that is used in many commercial
settings to assist users in finding songs in a database is to
simply present lists of recommendations. Users are then
able to explore a collection by moving from recommendation to recommendation. Exploring a music collection via
such a sequence of recommendations is called browsing.
We believe that browsing will be a key feature of modern
music portals and consequently it is important to view recommendation not just in terms of individual recommendation queries only, but also as a continuous process. To
analyze recommender systems with respect to their ability
to support users to browse throughout a music collection,
we can view a music recommender as a recommendation

2. RECOMMENDATION SCENARIO
Although many different music recommender systems have
been proposed so far, the fundamental principle is basically
the same. Independent of the actual recommendation approach we can give a formal model of a recommendation
scenario for item-based recommendation:
Given a set of database items U of size N and a specific
item o ∈ U that a user is currently focusing on, a recommendation is a subset of items R ⊂ U related to o, where
the size of the subset R is far smaller than the total number
of items in the database. This very simple recommendation
scenario can be extended by generating a recommendation
not only based on the current item o but additionally spec-
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ifying a user profile p ∈ P , where P is a set of all user
profiles stored in the recommender system. We call a tuple q = (o, p) a recommendation query and the item set
R(q) returned by the recommender system the result set or
recommendation.
Actual recommender systems then differ in the way the
recommendations are generated in this scenario. With respect to music recommender systems, there seem to exist
five general recommendation approaches: collaborative filtering approaches, content-based approaches, web-mining
based approaches, expert-based approaches and hybrid approaches.
Our investigations in the next sections are in general
independent of the recommendation approach. The only
requirement is that the recommender system under investigation returns, for any query q(o, p), an ordered set of
recommended items of a given length k such that the recommended items are ordered according to a measure of
relatedness.

the recommender system. The reason is that for dynamic
recommenders, e.g., based on collaborative filtering, where
the recommendations may change as a result of system use,
it is impossible to prove reachability, since we cannot make
any assumption about future recommendations. Therefore
we have to assume a static recommender system where the
recommendation will not change over time. It is important to note that this is not in principle a loss in generality;
it just implies that if there are any changes in the recommender system then we also have to prove reachability for
this new recommendation state.
Furthermore we constrain our analysis to systems where
the recommendation result is independent of the user profile. This implies that all users get the same recommendations for one and the same query item. Once more this
is not in principle a loss in generality as we could handle
such systems by proving reachability for each user separately. In practice, however, analyzing recommender systems that generate personalized recommendations seems to
be impossible due to the potential enormous computational
costs.

3. RECOMMENDATION GRAPHS

Given these restrictions, we can now transform every
possible recommender system into a recommendation network or recommendation graph. A recommendation graph
is a directed graph G = (V, E), where each vertex in the
graph corresponds to a database item. For each item o in
the database the corresponding vertex in the graph has a
directed edge to all the items in the result set R(q) of the
recommendation query q = (o, p). (Note that based on
our assumptions R(q) does not depend on p, an optionally
given user profile.) To prove reachability for such a recommendation graph we can for instance apply the depth first
search algorithm for each vertex in the graph separately.

An intuitive way of exploring a music catalog is to pick
an arbitrary item out of the database and than navigate
throughout the database moving from recommendation to
recommendation. One important requirement of such a
browsing system is reachability. Reachability essentially
ensures that a user will be able to access all songs in the
collection by means of exploration and will not be limited
to a small subset by the recommender system. To be able
to show that reachability is ensured for a specific recommendation algorithm, we have to establish a formal model
of the browsing process.
Based on our definition of a recommendation scenario
(see section 2), browsing can be seen as an extension to
recommendation from a single query to a consecutive sequence of queries s = (q1 , q,2 , ..., qN ). Two consecutive
queries qi = (oi , p) and qi+1 = (oi+1 , p) within such
a browsing sequence are related by the fact that the item
oi+1 of the next recommendation query qi+1 is an element
of the result set of the previous recommendation query qi .
Consequently, a sequence s of recommendation queries of
length N is a valid browsing sequence in the case that the
following property is fulfilled:
∀i < N : oi+1 ∈ R(qi )

While this is not a very practical or fast method to prove
reachability, in most cases it is quite trivial to disprove
reachability either by showing that the recommendation
graph is not connected, or by identifying a single source.
A source is a vertex v which has no incoming edges, i.e.,
has an indegree of zero (deg− (v) = 0). This implies that
there is a song in the database that does not occur in the
result set of any possible recommendation query and is
consequently not reachable at all. Sources are especially
problematic with respect to browsing: not only are they
not reachable if one starts from some specific song in the
database, but they are not reachable from any other song
in the database. In section 4 we show, based on empirical
analysis of a real world music recommender system, that
in contrast to what one would expect it is rather likely that
there are many sources in a simple recommendation graph.
Identifying sources in a graph is a fast operation and can
be done in O(n).

(1)

To guarantee this essential reachability property for a
recommender system we have to show that starting from a
arbitrary but fixed database item, all other database items
can be reached by a finite sequence of recommendation
queries. Formally, reachability starting from an arbitrary
but fixed item o1 holds if:
∀o ∈ U : ∃i ∈ N : ∀j < i :

(2)

oj+1 ∈ R(qj ) ∧ qj+1 = (oj+1 , p) ∧ o ∈ R(qi )
Before we can start drawing any conclusions about reachability, we have to make some additional assumptions about
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Proving and disproving reachability is of course an important analysis, however in the likely case that we are able
to disprove reachability, what can we do about it? How
can we find a recommendation algorithm that guarantees
reachability? To put it another way, can we modify a recommendation graph in such a way that the recommendation graph guarantees reachability? In section 4 we will
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4. BROWSING GRAPHS

show that it is quite likely that a recommendation graph
does not fulfill the reachability property. We then propose
an algorithm that transforms a recommendation graph into
a browsing graph, a recommendation graph that besides
reachability has some other properties that we are going to
introduce in the next section.

4.1 An Empirical Study
In this section we will show that properties like reachability are essential and cannot be neglected when designing
a recommender or browsing system. To do so we analyze
a real world content-based music recommender system attached to the music portal. The FM4 Soundpark 1 is an
internet platform of the Austrian public radio station FM4.
This internet platform allows artists to present their music
free of any cost in the WWW. All interested parties can
download this music free of any charge. At the moment
this music collection contains about 10000 songs and is
steadily growing. In our experiments we were allowed to
use a subset of 7665 songs out of the whole collection.
The recommender system attached to the FM4 Soundpark music portal is based on a standard similarity measure
for music audio files. Each song is modeled as a distribution of local spectral features, namely Mel Frequency Cepstrum Coefficients (MFCCs). MFCCs are a compact representation of the spectral envelope of a short audio frame
and are one of the most widespread features used in the
Music Information Retrieval (MIR) community. A single multivariate Gaussian distribution is used to model the
distribution of MFCCs of a song. Recommendations can
then be generated by comparing these distributions. This is
commonly done by computing the Kullback-Leibler (KL)
divergence [5] or relative entropy between the distributions
of two songs. For more details on the feature extraction
process and the generation of music recommendations we
refer to [6–8]. Using the MIR system of the FM4 Soundpark we were able to generate lists of recommended songs
of a given length k, ordered according to the similarity to
the query song, exactly as required by our general scenario
(see section 2).
Assuming a fixed sized result set of k recommendations for each query, we systematically created all recommendation graphs for k = 1 . . . 100, where we denote
k as the degree of the recommendation graph. For each
of these graphs we computed the indegree for all vertices
and counted the number of sources in each graph. Figure
1 shows that for small result sets the number of sources
is extremely high. For example, in the recommendation
graph of degree 5 there are 2661 sources, which implies
that 34.72% of all the songs in the music collection are not
reachable at all within this graph. By increasing the result
set size the number of sources decreases, but even for a
quite large result set of size 20 we still have approximately
1320 sources. Consequently still 17.22% of the songs in
the collection cannot be reached. From figure 2 we can
see how the number of sources scales with the collection
size. To simulate different collection sizes songs were randomly removed from the collection. Figure 2 illustrates
that the problem gets worse for increasing collection sizes.
In fact the analysis of the recommendation graph that corresponds to the online version of the FM4 Soundpark —
there are only three recommendations per song — revealed

3.1 Further Requirements and Constraints
Up to now we have only considered reachability as an important property of a recommendation graph. But we can
derive additional constraints for the recommendation graph
by analyzing user requirements of browsing systems.
The first requirement that jumps to the eye is that the
result set should be relatively small — first of all, because
the display space for recommendations is in general limited on output devices, and secondly, because too large a
result set would confuse the user and make for a very unfocused search. Thus it is a natural constraint that the size
of the result set should not exceed a maximum number of
recommendations kmax . For the corresponding recommendation graph this implies that the outdegree of all vertices
is less or equal to kmax . We call this property maximum
outdegree property.
∀v ∈ V : deg+ (v) ≤ kmax

(3)

The second constraint is that if item B is a recommendation for item A then item A should also be a recommendation of item B. This corresponds not only to humans’ intuition that similarity relations are symmetric, but also allows
to easily go back each recommendation step. The symmetry property as defined in (4) implies that the browsing
graph is an undirected graph.
∀e1 = (v1 , u1 ) ∈ E :
∃e2 = (v2 , u2 ) ∈ E :

(4)

v1 = u2 ∧ u1 = v2
Finally, we extend our notion of reachability. Reachability
just ensures that starting from an arbitrary vertex there is at
least a single path to each other vertex. This could make it
rather difficult to find this path. Therefore we require each
vertex to have a minimum number of incoming edges. For
the browsing graph this implies that each vertex has a minimum indegree kmin and means that each item is reachable
by recommendations from at least kmin other items. This
property is called minimum indegree property.
∀v ∈ V : deg− (v) ≥ kmin

(5)

As a result from this requirement analysis we claim that a
recommendation graph is better suited for browsing a music archive if these four properties are ensured. We then
call such a graph no longer a recommendation graph, but a
browsing graph instead.
In the next section we illustrate the limitations of a simple recommendation graph based on a real world contentbased music recommender system and show that in most
cases such a recommendation graph is not adequate for
browsing. We then introduce a heuristic algorithm that can
transform a recommendation graph into a browsing graph.

1
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Figure 2. The number of sources in a recommendation
graph scales with the number of items in a database. Furthermore the number of sources depends on the number
of recommendations for each query. This is illustrated for
fixed result set sizes of k = 5, 10, 15, 20, 25, 30.

Figure 1. For small result sets, the number of sources is
extremely large and decreases with an increasing number
of recommendations per query, whereas the maximum indegree over all vertices in each graph increases. For a
result set size of 100, there is one song that appears in the
recommendation list of 2628 other songs, or in 34.29% of
all recommendation lists.

anteed if the resulting graph is connected.
The proposed algorithm has three important parameters.
There is the minimum indegree kmin and the maximum
outdegree kmax , which directly result from the required
properties. It is easy to see that in combination with the
symmetry property this implies that each vertex in the final browsing graph will have to have an edge degree between kmin and kmax . The proposed algorithm starts from
the directed version of the recommendation graph. One
could of course start the algorithm from a recommendation graph with outdegree kmax , but since we want to give
our algorithm additional flexibility during the process of
removing edges, it is required that the original recommendation graph has an outdegree of at least kstart for all vertices. This simply means that for each item we can generate at least kstart recommendations and is in line with the
requirement on recommender systems in section 2. The
three parameters are related to each other as stated in (6).

that only 56,79% of all songs are reachable by recommendations, the remaining 43,21% of the songs are sources and
are never recommended.
In addition to the number of sources, we also computed
the maximum indegree over all vertices in each graph, visible in figure 1. Obviously, while some songs are not reachable at all, some others are directly reachable from very
many songs. However it is of course quite implausible
that a single song is similar to several hundred other songs.
Songs that have a very high indegree, but do not share any
perceptual similarity with the referring songs are called
hub-songs according to [9]. In our case the hub problem
seems to be related to the content-based audio similarity
measure itself. Interestingly, hubs naturally appear in social networks (including collaboration networks) as well
[10]. Regardless of the reasons for hubs and sources, both
essentially reduce the usability of music recommender systems to explore the music spaces. In the following we propose a heuristic algorithm that transforms a recommendation graph into a browsing graph that fulfills the properties
introduced in section 3.

kmin < kmax < kstart

(6)

The only thing left to do is to remove edges till each vertex has a degree in between kmin and kmax . This should
be done in such a way that each vertex tries to remove its
‘weakest’ links (i.e., those with the lowest degree of relatedness), since the recommendations should be as good as
possible. This can be done as follows:

4.2 Constructing a Browsing Graph
The main idea behind our approach is to transform a recommendation graph into a browsing graph, simply by replacing all directed edges by undirected edges and then iteratively (and heuristically) removing edges from the resulting graph such that the maximum outdegree and the
minimum indegree property are satisfied for all vertices.
The symmetry property is automatically ensured because
the graph is undirected. Furthermore, reachability is guar-

1. Put all vertices into a priority queue q, where all
vertices are sorted according to their degree deg(v);
break ties among same-degree nodes randomly;
2. Pop the vertex with the highest degree from the queue.
3. If this vertex already has a degree smaller than or
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equal to kmax , then all vertices in the queue have a
degree smaller or equal to kmax . We are done.

research and evaluate transformation algorithm in an indirect way, via a music genre analysis. For all query songs
q we count the number of songs in the result set R(q) that
have the same genre as the query song and compute the
overall percentage relative to the number of recommended
songs. That way we measure the accuracy of the recommendations independent of the number of the recommendations. The accuracy of the recommendations using result
sets of length k = 5 was 35.39%, for k = 6 was 34.86%
and for k = 7 was 34.32%. After the transformation using the above parameters the accuracy was 35.63% with
an average degree of 5.918 per vertex. This preliminary
result indicates that there is only a marginal change in recommendation quality, however a more detailed empirical
study will be done in future. Furthermore to evaluate how

4. As the current vertex has too many edges, remove an
edge that connects this vertex to another vertex having a degree greater than kmin . Choose the edge to
remove according to the indegree of the neighboring
vertices. Remove the edge connecting to the vertex with the highest indegree and if there are several
vertices of the same indegree remove the vertex with
the weakest (lowest similarity) edge. If this vertex
is not connected to any other vertex having a degree
greater than kmin , then we are not able to ensure the
maximum indegree property for this node. Stop in
this case.
5. Since we have removed an edge, the indegrees of the
two vertices connected by the edge have changed.
Remove them from the queue and reinsert them such
that the queue is up to date.
6. Go back to step 2.
Of course it is true that this algorithm might find a solution where individual vertices have an edge degree higher
than kmax , violating the maximum outdegree property. This
can be due to the fact that for given constraints there simply does not exist any solution. In such a case weakening
the constraint till enough solutions to the problem exist can
help. If there are enough solutions, simply rerunning the
algorithm might help. Vertices of the same edge count are
inserted into the priority queue in random order. Therefore the algorithm might find other solutions. However our
experiments indicate that it is quite easy to find a valid
solution. Furthermore, the proposed algorithm does not
guarantee that the resulting graph is connected, but in all
our conducted experiments the resulting browsing graph
turned out to be connected.

Figure 3. The average percentage of songs that can be
reached by browsing sequences of different length. Before
the transformation (for k = 5, 6, 7 ) and after the tranformation.

4.2.1 Time Complexity
One major advantage of this algorithm is that it is of time
complexity O(n log(n)). At most n(kstart − kmin ) edges
have to be removed. Therefore we have to perform a maximum of 3n(kstart − kmin ) removal or insertion operations
on the sorted priority queue. Sorting and removing elements from a priority queue can be done in O(log(n)),
e.g., by using a balanced red-black tree. Therefore removing all the additional edges from the graph can be done in
O(n log(n)). The initial insertion operation of all elements
in the priority queue is also of complexity O(n log(n)).
Thus, the overall complexity of this algorithm is O(n log(n)).
4.2.2 Validation of the Transformation Algorithm
To validate the proposed algorithm we analyzed the result after the transformation of the FM4 Soundpark into
a browsing graph. The parameters used to transform the
graph were kmin = 4, kmax = 7 and kstart = 9. As we
do not have yet statistics of the usage before and after the
transformation, we follow the standard procedure in MIR

the reachability of songs has changed we investigated how
many songs can be reached in average by a recommendation sequence of length l. To do so we computed for each
song the number of songs that can be reached by such a sequence. This can be done by traversing the recommendation graph using the breadth-first search (BFS) algorithm
up to a maximum depth of l. We then take the average over
all songs to get a quality indicator for the whole network.
As one can see from figure 3 after the transformation more
songs can be reached when browsing the resulting graph
than before.
5. APPLICATION AND FUTURE WORK
Based on the graph-theoretic studies performed on the FM4
Soundpark Recommender, we are now investigating ways
of turning the Soundpark into a Browsing Graph. Given
the purpose of the system – to make new music artists
known to a wide public – reachability of as many artists
(or works) as possible would be a prime feature. This is
not quite straightforward and will involve some interesting
research questions. Several aspects have to be addressed:
Recommendation quality: Clearly, the quality of the recommendations changes as a recommendation graph
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6. CONCLUSIONS

(which is based on content-based similarity relations)
is transformed into a browsing graph (which sacrifices certain recommendation links in order to satisfy the browsing constraints). Whether or not that
unduly degrades the quality of the recommendation
service can only be studied empirically. We will address this issue by means of a large-scale user study,
which is yet to be designed (see below).

In this paper we have shown that designing music recommender systems is not as straight forward as it seems. Especially reachability is an important property if a music
recommendation system should also allow users to explore
a music archive via browsing. A bad system design might
have the consequence that a portion of all songs in the
database cannot be discovered as they are not accessible at
all. To overcome these limitations we took a first attempt to
modify the graph representation of a recommender system
in such a way that browsing the resulting recommendation
network is more convenient. We believe that improving
the accessibility of songs in a music archives can significantly increase the usability of music services and might
even help to alleviate the long tail phenomenon by ensuring the accessibility of ’niche’ products.

Incremental updates: The FM4 music database grows on
a daily basis. Every day, dozens of new songs, mostly
by new artists, are added to the database and integrated into the recommender system in nightly batch
update sessions. Thus, the browsing graph transformation will also have to be run at regular intervals.
As an alternative, we will look into the possibility of
incremental update algorithms for browsing graphs.
Time-varying recommendations: A specific aspect of the
growing database is that the system’s recommendations may change from day to day. That is, if the user
selects the same seed song on two consecutive days,
she may get different recommendations of songs that
are supposedly ‘similar’. This may be a problem in
certain applications, but perhaps not in the case of
the Soundpark. Soundpark users have been taught
to regard the recommendation service as a means
to explore the Soundpark and find new things that
they would not otherwise find. From the user feedback we currently have, we can conclude that many
of the users are quite open-minded about occasional
‘strange’ recommendations, regarding them as ‘interesting’ or ‘funny’ ideas by the computer, rather
than annoying mistakes. Thus, they might find timevarying recommendations (if they ever notice them)
to be enriching rather than irritating.
Modifications to the Soundpark recommender system
will be accompanied with a large scale user study. We have
access to two kinds of user feedback: the browsing sessions themselves (click data) as logged by the Soundpark
server, and an on-line user forum, where users discuss their
impressions of the system (among other things). Questions
to be studied include, e.g., whether improved reachability
conditions really increase the number of artists that are listened to by users; whether and how one can quantify differences in recommendation quality between recommendation and browsing graphs; and general aspects of user
browsing behaviour that may help in designing better recommenders in the future (for instance: how long is a typical browsing sequence? do users follow more than one
recommendation in a given recommendation list? etc.).
In this way, the FM4 Soundpark may then become one
of the first real-world music recommendation system that
is (a) purely content-based, that is, based on musical similarity as estimated by the system itself, and (b) specifically
designed to maximize the percentage of music items that
can be found via similarity-based browsing.
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